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Intelligent reflecting surfaces (IRS) have emerged as an innovative technology that has the 

potential to alter wireless propagation parameters and greatly enhance performance in 

modern communication systems. However, determining the optimal discrete phase-shift 

design for large IRS panels is a challenging high-dimensional optimization problem, 

particularly in situations with minimal feedback and dynamic channels. This study 

proposes a deep reinforcement learning (DRL) framework based on a deep Q-network 

(DQN) to tackle this challenge. This design allows for the learning of the best IRS phase-

shift technique in a model-free way without needing to have a conventional optimization 

procedure or an explicit channel model. The DQN agent interacts with the wireless 

environment while iteratively changing its strategy to maximize end-to-end connection 

quality. The simulation results show that the proposed DQN-assisted IRS setup works 

effectively, outperforming the usual optimization methods. It seems to do better overall, 

even compared to the more traditional way. Specifically, the technique outperforms 

Random and Fixed- phase methods by achieving a received SNR of around 17 dB and a 

spectrum efficiency of roughly 4.73 bit/s/Hz. Furthermore, the learning process exhibits 

continuous convergence after around 120 episodes, proving the robustness of the proposed 

method. Overall, the results show how effectively DRL and IRS technologies can be used 

to create wireless communication environments that are flexible, scalable, and high-

performance. 
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1. INTRODUCTION

The rapid expansion of wireless communication systems 

and the increasing need for higher data rates, more coverage, 

and improved energy efficiency have sparked extensive study 

into technologies that may alter the physical propagation 

environment. Among these developing technologies, 

intelligent reflecting surfaces (IRS) have gained much 

attention as an interesting framework for programmable 

electromagnetic-wave manipulation using low-cost, passive 

reflecting materials [1-3]. IRSs may provide increased 

spectrum efficiency, minimize interference, and enable 

constructive propagation of signals by adaptively adjusting the 

phase offsets of the passive reflecting components. Thus, IRSs 

have already emerged as a rather promising technology to 

fulfill the performance requirements of the future 6G wireless 

networks [4, 5]. The best IRS phase-shift design, however, 

turns out to be a difficult optimization problem that is non-

convex and practical, having discrete-phase constraints and 

time varying wireless channels [6-8]. The semidefinite 

relaxation, the alternating optimization and the greedy 

selection approaches [9-11] are standard optimization 

techniques that might not result in a satisfactory local solution 

or process at a high cost.  

These restrictions have been attempted to be minimised by 

several methods including, but not limited to, meta heuristic 

approaches like genetic algorithms (GA) and particle swarm 

optimisation (PSO) [12-14]. However, they generally require 

many iterations, have slow convergence and are poor scaling 

for increasing IRS numbers. Since they can learn environment- 

aware control policies without using explicit channel models, 

machine learning and deep reinforcement learning (DRL) have 

become effective techniques for IRS optimization in more 

recent times [15-18]. Some interesting results have been 

obtained in adaptive IRS control using a DRL-based approach, 

such as DRL-deep Q-network (DQN) [19-21], proximal policy 

optimization (PPO), and deep deterministic policy gradient 

(DDPG). Most studies so far, however, have been based on 

continuous-phase IRS models, on perfect channel state 

information (CSI), or require slow training convergence in 

high dimensional action spaces. 

Furthermore, most recent designs rely on simpler IRS 

architectures, resulting in significant performance gap for 

discrete-phase, scalable and hardware-limited IRS designs 

[22-25]. These drawbacks demand an optimization method 

that is both fast and flexible, but model independent (not 

requiring any particular model of the IRS array), which is able 

to deal with discrete phase constraints, and which is able to 
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function under realistic channel conditions. The last few years 

have seen reinforcement learning for IRS/RIS optimization to 

be very successful [26-28]. But there are some features, such 

as scalability, and then the discrete phase control, that appear 

to be a bit tough. In this research, an optimization framework 

for the DQN algorithm is introduced to try to tackle those 

challenges gradually.  

The challenges mentioned above inspire the concept of this 

study, which introduces a novel discrete-phase IRS 

configuration optimization paradigm based on DRL. The 

proposed method will adaptively learn the optimum IRS 

phase-shift strategy in an interactive manner with the wireless 

environment while avoiding the need for any particular CSI or 

closed-form channel model. The principal contributions of this 

work are: 

1) A model-free DQN style framework for IRS optimization 

is proposed, it can learn the best discrete phase-shift policy 

direct from doing interactions with the wireless without 

need for any explicit channel model or iterative 

optimization routines. 

2) A scalable discrete-phase IRS model is developed, 

explicitly accounting for practical hardware constraints, 

making the proposed approach suitable for real-world IRS 

implementations. 

3) A comprehensive performance evaluation is conducted, 

benchmarking the proposed method against Random IRS 

configuration, Fixed-phase IRS, Greedy selection, PSO, 

GA, and Traditional Beamforming techniques. 

4) Significant performance improvements are demonstrated, 

with the proposed DQN- based approach outperforming 

existing optimization techniques in terms of spectral 

efficiency, enhanced SNR scaling with IRS size, and faster 

convergence. 

5) Analytical and mathematical interpretations are provided 

to support and explain the observed empirical performance 

improvements. 

The rest of this paper is organized as follows. The related 

works are given in Section 2. In Section 3, the system model 

is discussed. The proposed framework for DRL is presented in 

Section 4. A discussion of the results of the simulations is 

given in Section 5. Finally, we conclude this work in Section 

6 by future works. 

 

 

2. RELATED WORKS 

 

The potential of recent developments in IRS to control 

wireless propagation conditions using inexpensive, passive, 

and programmable reflecting elements has garnered a great 

deal of study interest [1-3]. Theoretical modeling and channel 

characterisation were the main focus of early IRS research, 

which examined how passive beamforming might boost 

received signal intensity, reduce interference, and increase 

spectral efficiency in single- user and multi-user settings [4-7]. 

These studies demonstrated the basic advantages of IRS-

assisted systems, but they were predicated on perfect channel 

information and ideal assumptions. To develop IRS phase-

shift configurations, a number of optimization-based methods 

have been put forth.  

The earliest methods used to control IRS were alternating 

optimization and semidefinite relaxation methods [8-10]. 

These methods do not work well for setups because they are 

expensive to compute and have non-convexity problems even 

though they work fine for small IRS arrays. Wireless 

communications assisted by the IRS also explored in other 

studies recently. In order to address the channel estimation 

issue, [11] proposed a channel estimation framework based on 

deep learning for an IRS-assisted wireless system. Zhou et al. 

[12] proposed a powerful and effective design of the 

transmitter in IRS-assisted wireless communication with 

imperfect cascaded channels. Moreover, He and Yuan [13] 

presented a cascaded channel estimation scheme, 

underscoring the significance of channel estimation for the 

successful deployment of IRS. However, IRS control methods 

like these often end up at optima and need to be recomputed 

over and over when the channel situation changes. People have 

used heuristic algorithms like PSO, GA and virtual annealing 

to optimize the IRS phase [14-16]. These methods are good at 

exploring and avoiding optima. 

The problem is that their performance depends on how the 

parameters reset and when the IRS gets bigger it needs more 

iterations. Also because heuristic techniques work alone for 

each channel realization without learning from past 

experiences they are not good for real-time changes. Recently 

people have been looking into reinforcement learning as a way 

to make IRS optimization adaptive and model-free. IRS 

systems with phases have been shown to be more resilient 

when Q-learning and DQN are used [17-20]. In studies, actor-

critic techniques like DDPG and PPO have been used for IRS 

situations with continuous phases [21, 22]. Even though other 

studies like [17, 25] have used DQN in IRS-assisted 

communications, this work is different in a few important 

ways. First this work focuses on the real-world behavior of 

discrete-phase IRS, with low-resolution phase quantization. It 

is not just a perfect case. The IRS control methods used here 

are practical. Take into account the limitations of real-world 

IRS systems. Second, the framework is built to stay scalable 

when the number of reflecting elements keeps growing, rather 

than collapsing as things get larger. Third, the DQN agent that 

we put forward learns an adaptive phase-selection rule in a 

model freeway, and it does that without depending on those 

iterative optimization methods. In short, these choices make 

the proposed method fit for real large-scale IRS setups, while 

still keeping the computational burden relatively low. 

Despite these benefits, a lot of current RL-based research 

takes into account ideal CSI assumptions, constrained action 

spaces, or simplified system models. Furthermore, because of 

the large dimensionality of the action space, the majority of 

DRL-based methods suffer from poor training convergence 

and concentrate on very modest IRS sizes. Based on the above 

literature review, three key limitations can be identified: the 

high computational complexity of classical AO/SDR-base 

methods, the scalability and convergence limitations of meta-

heuristic algorithms, and the limited practicality of existing 

DRL-based IRS frameworks under realistic hardware 

constraints and imperfect CSI. In contrast to prior works, this 

paper proposes a scalable, discrete-phase, and model-free 

DQN-based IRS optimization framework tailored for practical 

IRS hardware implementations.  

The proposed approach enables the learning of an optimal 

phase-shift policy directly through interaction with the 

wireless environment, supports large IRS arrays with reduced 

computational complexity, and achieves superior SNR and 

spectral efficiency with faster and more stable convergence. 

These characteristics position the proposed framework as a 

practical and effective solution for learning-driven IRS 
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optimization in next-generation wireless communication 

systems. Table 1 shows the main differences between the 

proposed approach and other DRL-based IRS optimization 

methods in terms of learning method, phase-shift control, CSI 

requirements, IRS configuration and key limitations, to further 

illustrate the novelty of the proposed approach relative to 

existing IRS optimization methods. 

 

Table 1. Comparison with other existing IRS optimization methods based on DRL 

 
Ref. Method Discrete Phase CSI Requirement IRS Size Main Limitation 

[29] 
Optimization 

DRL-based IRS 
Yes CSI-based Not emphasized 

Mainly focuses on maximization 

MISO SNR 

[30] DQN/DDPG 

Yes (DQN); 

continuous 

(DDPG) 

Channel/information 

environment 
Multiple IRSs 

Increases complexity due to 

optimization IRS and trajectory 

UAV Joint 

[31] 
Model with free 

DRL 
Phase adaptation 

No sub-channel explicit 

CSI 
Not emphasized 

Mainly designed for 

configuration smart-radio 

[32] 

DRL-based 

optimization 

phase 

Continuous Limited CSI 
Configurable 

IRS 

Optimization of sum-rate and 

NOMA downlink focused 

[33] Actor-critic Deep 
Continuous phase 

control 

Correlation channel/state 

information 
Not emphasized 

Assumes environments correlated 

spatiotemporally 

[34] PPO-based DRL 
Phase-matrix 

optimization 
Channel/network state 

Configurable 

IRS 

Scenario D2D optimization phase 

and power joint 

[35] DDPG Continuous Channel-dependent 
MIMO IRS 

system 

Optimization phase by continuous 

action 

Proposed 

DRL 
DQN Yes (2-bit) Model-free; not CSI-free 

As specified in 

this work 

IRS size grows with discrete 

action space 

 

 

3. METHODOLOGY 

 

This section presents the proposed method, comprising of a 

system model and the framework for optimization of phase-

shift by employing a DQN. It additionally offers the 

parameters utilized for simulation within this study. 

 

3.1 System model 

 

The IRS-assisted downlink wireless communication system 

examined in this work is described in this section. Three 

primary parts make up the system: A single-antenna user 

equipment (UE), an IRS made up of reflecting passive N 

pieces, and antenna base station (BS). By cleverly regulating 

the phase shifts of its reflecting components, the IRS is 

positioned between the BS and the UE to increase the received 

signal intensity at the user. A baseband signal x with unit 

average power is sent by the BS, i.e., E[|x|2] = 1. Three 

propagation links the BS-IRS link, the IRS-UE link, and the 

direct BS-UE connection affect the signal received at the UE. 

These channels are indicated by the symbols hBR ∈ CN × 1, 

hRU ∈ CN × 1, and hD ∈ C, respectively. Figure 1 illustrates the 

architecture of the suggested IRS-assisted wireless system and 

shows the general structure of the BS-IRS-UE communication 

circuit.  

 

 
 

Figure 1. IRS-assisted wireless communication network 

system model 

 

While the IRS receives the incident signal via the channel 

hBR, applies a programmed phase-shift matrix, and reflects the 

signal toward the UE via the channel hRU, the BS broadcasts 

the signal toward the UE. Depending on the propagation 

environment, there may also be a direct BS-UE route, denoted 

by hD. Without the use of active radio- frequency chains, the 

IRS functions as a largely passive met surface that modifies 

the wireless propagation environment. Constructive signal 

combining at the receiver is made possible by the independent 

phase adjustment of the incident electromagnetic wave by 

each IRS element. The effective received signal at the UE may 

be greatly increased by correctly constructing the IRS phase-

shift vector, which will improve coverage performance, 

spectral efficiency, and SNR. Determining the ideal IRS 

phase-shift design that improves system efficiency under 

dynamic and time-varying channel circumstances is therefore 

the goal of the suggested optimization approach. It should be 

assert that the IRS is like a passive reflecting surface, and it 

does not really do channel estimation or baseband processing.  

 

3.1.1 IRS architecture and unit cell description 

The IRS is represented as a planar reflecting array made up 

of N sub-wavelength components, each of which can cause the 

incident electromagnetic wave to undergo a controlled phase 

shift. Through passive beamforming, the IRS allows for 

intelligent control of the wireless propagation environment by 

suitably adjusting the phase response of these components. A 

tiny metallic patch that reflects the incident electromagnetic 

wave usually makes up each IRS element, also called a unit 

cell. In order to provide discrete phase switching, a PIN diode 

is often placed between the patch and the control line. This 

allows the reflection phase to be changed between specified 

states based on the applied biasing condition. A substrate layer 

and a ground plane are used to provide appropriate 

electromagnetic isolation and reliable operation, while the 

control line provides the necessary DC bias from the IRS 

controller. A simplified IRS unit cell is schematically depicted 

in Figure 2, which captures the essential structural components 

required for system-level optimization.  
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Figure 2. Simplified schematic illustration of an IRS unit cell 

 

The reflective amplitude is simply assumed to be unity for 

all the IRS elements, just to make the system-level analysis a 

little simpler, and principally to allow focusing on the degree 

of accuracy; the suggested DQN-based phase shift 

optimization procedure is successful. In real life though, 

practical IRS unit cells made of PIN diodes exhibit insertion 

losses, amplitude fluctuations, and even reflection coefficients 

that depend on the phase. But in this study, those hardware 

quirks are mostly ignored. The DQN state is the state observed 

at the BS at the current time interval, which is used to 

determine the propagation condition. The action is one of the 

discrete configurations of the IRS phase-shift defined in the 

pre-defined phase codebook. After selecting an action, it is 

correlated with the corresponding phase-shift vector and then 

applied to the IRS elements. The definitions of state and action 

are summarized in Table 2.  

 

Table 2. The IRS configuration used in the simulated 

environment 

 
Item Definition 

state (st) Current channel observations at the BS 

Action (at) 
Discrete IRS phase-shift configuration number 

selected by the DQN 

Phase set {0, Δθ, 2Δθ,…, (Q−1) Δθ} 

Action 

mapping 

IRS phase-shift vector controlled by action 

selection. 

Output Vector phase-shift function to IRS elements. 

 

3.1.2 Channel and IRS phase-shift model 

Consider a channel model fading by quasi-static block, 

where the BS-IRS, IRS-UE, and direct BS-UE channels 

remain constant within one coherence interval and vary 

independently across intervals. The received baseband signal 

at the UE is expressed as [1, 2]  

 

𝑦 = (ℎ𝑅𝑈
𝑇  Θ ℎ𝐵𝑅 + ℎ𝐷) 𝑥 + 𝑘 (1) 

 

The transmitted symbol x satisfies E[∣x∣2] = 1, and k ∼ CN 

(0, σ2) is additive white Gaussian noise with variance σ2. The 

IRS phase-shift matrix is defined as 

 

Θ =  diag 𝑒𝑗𝜃1 , 𝑒𝑗𝜃2  , . . . , 𝑒𝑗𝜃𝑁 (2) 

 

where, θN is the phase shift applied by the Nth IRS reflecting 

element. The cascaded IRS-assisted channel is given by 

ℎ𝑅𝑈
𝑇 ΘhBR, and the effective BS-UE channel is expressed as 

 

ℎeff =  ℎ𝑅𝑈
𝑇  Θ hBR + ℎ𝐷 (3) 

 

Given a transmit power P, the instantaneous received SNR 

at the UE is  

 

SNR =
𝑃 |ℎeff |2

𝜎2   (4) 

 

And the achievable rate (spectral efficiency) is computed as 

 

𝑅 =  log2 (1 +  SNR) (5) 

This serves as the proposed DQN agent’s training reward 

function and the primary optimization objective. In practical 

IRS implementations, each reflecting element applies a 

discrete phase shift selected from a finite set 

 

Θ𝑚 =  {0, ∆𝜃, 2∆𝜃, . . . , (𝑄 −  1)∆𝜃}, 𝑚 =    1, . . . , 𝑁 (6) 

 

where, Q = 2b denotes the number of quantization levels for a 

b-bit phase controller and ∆𝜃 =  
2𝜋

𝑄
. Consequently, the search 

space grows exponentially as QN, rendering the optimization 

problem highly non-convex and NP-hard even for moderate 

IRS sizes. The conventional optimization techniques, 

including alternating optimization, semidefinite relaxation and 

meta-heuristic algorithms, are subject to excessive complexity 

and limited adaptability due to the discrete phase constraint, 

high dimensionality and sensitivity to imperfect channel state 

information. 

In practical IRS hardware designs can employ extra 

components, tunable and adjustable reflection using capacitors 

or varactors. In this work, the simplified unit cell model used 

is found to be a valid representation of the actual physical 

situation, as exposed through the use of amplitudes. essential 

reflection behavior needed for evaluation of performance and 

algorithm design. Table 3 listed the IRS configuration used in 

the simulated scenario, which includes some important 

characteristics of the IRS, such as the phase quantization 

resolution, Assumptions, spatial arrangement and the number 

of reflecting elements in the channel models. These settings 

were selected as they were found to be a good choice for 

evaluating the scalability and robustness of the proposed DQN. 

Optimize it under the specific hardware constraints and to 

simulate genuine deployment situations.  

 

Table 3. The IRS configuration used in the simulated 

environment 

 
IRS Parameter Value 

IRS type 
Planar Reflective Intelligent 

Surface 

Total number of IRS 

elements (N) 
20, 40, 60, 80, 100, 120 

Element spacing λ/2 

Phase resolution 2-bit 

Phase shift quantization 

levels (Q) 
{0, π/2, π, 3π/2} 

Reflective amplitude 1 (ideal) 

IRS deployment height 4 m 

BS → IRS distance 20 m 

IRS → UE distance 30 m 

Channel model Rician fading 

Rician K-factor 3 dB 

Path loss exponent 2.2 

IRS control 
DRL-based discrete phase 

optimization 

 

It is important to note that the discrete IRS phase shift 

optimization issue may have a very wide action space and the 

problem becomes much worse with the increasing number of 

reflecting parts. For an IRS with (N) elements and (L) discrete 
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phase levels, the total number of potential phase 

configurations explodes like (LN). Thus an exhaustive search 

becomes impracticable relatively rapidly once things grow 

large-scale for deployments. This is somewhat addressed in 

the proposed DQN technique by the use of a limited phase shift 

codebook where each action corresponds to a possible IRS 

beamforming configuration, instead of a complete brute force 

combination phases of each single element. Moreover, the 

method uses experience replay along with target network 

updates, which helps with learning stability and also 

convergence. Even though the discretization we adopted is a 

practical compromise between complexity and spectral 

efficiency gains, there’s still room to go further so future work 

will look into more scalable DRL designs such as Double 

DQN, Dueling DQN, or even actor-critic style methods. These 

challenges motivate the adoption of a learning-based 

optimization framework, which is presented in the following 

section. 

This current study looks at a kind of single-user, single-

antenna IRS-assisted link scenario, basically to see how well 

the proposed DQN based optimization framework works, in 

practice. If required to push the idea further, moving toward 

multi-user, multi-antenna setups, and also larger scale IRS 

deployments seems like a key next step for future research. 

Also, the framework should really be read as a model-free 

optimization method rather than something that is strictly CSI-

free, because channel estimates are still used as state 

observations. At the same time, there is no need for an explicit 

channel model, and no traditional optimization routine is 

required.  

 

3.2 Proposed DRL framework 

 

In this section, DQN proposed based framework designed 

to optimize the IRS phase-shift vector in real time. The overall 

goal is to learn a mapping between the wireless environment 

states and the optimal IRS configuration that maximizes the 

received signal strength or spectral efficiency at the UE. This 

section introduces the proposed DQN-based IRS optimization 

framework, including system modeling, state/action/reward 

formulation, neural architecture, and training pipeline. 

 

3.2.1 System overview 

The overall architecture of the proposed DRL-based IRS 

optimization framework is illustrated in Figure 3. In this 

system, a DQN agent is employed to autonomously control the 

discrete phase-shift configuration of the IRS in order to 

enhance the wireless link performance. The agent interacts 

iteratively with the wireless environment by observing the 

system state, selecting appropriate IRS phase-shift actions, 

and receiving performance- based rewards that reflect the 

achieved link quality at the UE. In a closed-loop interaction 

model, the DQN agent constantly improves its policy for 

making decisions depending on input from the environment. 

The agent applies this configuration on the reflecting surface 

after observing the current propagation circumstances and 

determining a discrete phase-shift vector for the IRS elements 

at each time step. A reward is created to direct the learning 

process once the incoming signal behavior is assessed. The 

agent is incentivized by this payment to choose IRS settings 

that optimize important performance metrics like spectral 

efficiency and SNR.  

An extensive depiction of the environment-agent interaction 

is shown in Figure 3. Specifically, the agent is rewarded (rt) 

based on the link performance achieved after observing at time 

step (t) and selecting an action (at) the system state (st) that 

corresponds to a discrete IRS phase-shift vector. The 

interaction loop is completed when the environment feeds the 

appropriate reward back to the agent after assessing the 

applied action by analyzing the quality of the received signal. 

The suggested DRL methodology allows the wireless system 

to develop an effective IRS control strategy without depending 

on explicit CSI estimate through repeated interactions over 

several episodes. This learning-driven method achieves 

efficient and adaptable IRS phase optimization while 

drastically lowering computing complexity. 

 

 
 

Figure 3. IRS phase-shift optimization using the suggested 

DRL framework based on DQN 

 

The proposed IRS controller, as shown in Figure 3, is a 

closed-loop structure that observes, decides on, and actuates a 

closed-loop IRS. As seen from Figure 3, the proposed DQN 

based IRS controller works in a closed-loop observation-

decision-actuation-feedback structure for a closed loop IRS. 

First, the controller reads one of the current state of the system, 

including the channel information received from the IRS. 

From this observation, the DQN agent chooses an appropriate 

action of phase shift distortion in the discrete action space. The 

selected action is then applied to the IRS elements to alter the 

reflected signal towards the UE. Transmission is followed by 

an estimation of the resulting system performance based on 

achievable rate/SNR, thus providing a reward back for the 

DQN agent. The feedback is then fed into a processing routine 

which adjusts future phase-shift actions and thus completes the 

closed-loop control cycle. The selected phase-shift 

architecture assumed in the considered architecture is that the 

DQN controller is placed at the BS-side, where system 

information is available, and the selected phase-shift 

architecture is sent to the IRS controller. 

 

3.2.2 State, action, and reward design 

State representation, action generation, reward calculation, 

and network training and updating make up the four primary 

parts of the technique. The agent and the wireless environment 

engage in several interaction episodes to carry out the entire 

learning process. The important observations for the IRS 

optimization job are captured by the system state represented 

by st, which is defined as follows: 𝑠𝑡 = {ℎ𝐵𝑅 , ℎ𝑅𝑈 , ℎ𝐷 , Θ𝑡−1}. 

The IRS phase-shift configuration used in the preceding time 

step is represented by  Θ𝑡−1 . The immediate propagation 

environment that the wireless connection experiences is 

characterized by these characteristics taken together. The 

process at is equivalent to choosing a fresh discrete phase-shift 

vector. The agent outputs the phase configuration at ∈ ΘN, 

where N is the number of reflecting elements, with a Q-bit 

phase resolution.  

Even though the theoretical IRS configuration space scales 

in an exponential way with QN, the DQN agent that proposed 
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doesn’t really do full, exhaustive scanning of every possible 

phase shift combination. Rather than brute force trying 

everything, it learns a phase-selection policy via ongoing 

back-and-forth interactions with the wireless environment, 

plus reward-guided updates that steer learning. That way, it 

can pinpoint favorable IRS configurations in a much more 

efficient manner, without needing to explicitly list or 

enumerate the entire action space. The incentive is a reflection 

of how the chosen IRS configuration has improved 

communication quality. The agent interacts with the 

environment at each time step t by choosing an IRS phase-shift 

action that influences spectral efficiency and SNR. The reward 

rt is illustrated as: 

 

rt =  log2(1 +  SNRt)  (7) 

 

The DQN agent monitors the current system state st, creates 

an action at, and applies the appropriate phase-shift 

configuration to the IRS at each interaction step. The learning 

loop is completed and progressive policy improvement is 

made possible by measuring the resultant received signal at the 

UE and feeding the computed reward rt back to the agent. The 

reward function is basically defined using spectral efficiency, 

to boost the communication performance of the IRS assisted 

link. The IRS controller and the biasing circuitry is assumed 

relatively small and nearly steady compared with the transmit 

power, so it is not written out in the reward formulation, 

explicitly though. 

The channel facts needed for operation are gathered at the 

base station using pilot assisted estimation, and then they are 

relayed to the DQN agent via the IRS controller. That 

controller figures out the phase-shift configuration, more or 

less choosing the coefficients to be used. So the IRS just 

applies those selected terms, while all the signal processing 

stays on the active transceiver side. 

 

3.2.3 DQN architecture and training procedure 

 

Table 4. DQN hyper parameters employed for training the 

IRS control agent 

 
Hyper Parameter Value 

Learning rate (α) 0.001 

Discount factor (γ) 0.99 

Exploration strategy ε-greedy 

Initial ε 1.0 

Minimum ε 0.01 

Decay rate ε 0.995 

Replay buffer size 50,000 

Mini-batch size 64 

Target interval for 

network updates 
Every 100 steps 

Optimizer Adam 

Loss function Mean Squared Error (MSE) 

Neural network 

architecture 
Fully-connected (128-128) 

Activation function ReLU 

Training episodes 200 

Steps per episode 50 

Weight initialization Glorot (Xavier) initialization 

Software MATLAB R2024a 

Random seed 42 

Convergence criterion 
Stable reward variation (< 1%) over 

20 consecutive episodes 

 

The complete workflow is explained at two complementary 

levels in order to make the logical structure of the suggested 

RL framework clear. When taken as a whole, these procedures 

demonstrate how the agent and wireless environment interact 

iteratively and gradually converge on an efficient IRS phase-

shift configuration.  

Table 4 summarizes the main hyper parameters that were 

utilized to train the suggested DQN-based IRS optimization 

framework. These parameters control Q-network stability, 

learning dynamics, and experience replay efficiency periodic 

target network updates and experience replay are used with the 

target network parameters being updated as ω → ω′ every 

predetermined number of steps. 

Two neural networks make up the DQN architecture used 

in this framework: a target Q-network Q′(s, a; ω′) and an online 

Q-network Q(s, a; ω). While the target network offers 

consistent target values throughout training, the online 

network is in charge of action selection. The Bellman 

optimality equation is used to calculate the goal value for each 

transition (st, at, rt, and st+1) sampled from the replay buffer as 

 

𝑦𝑡 =  𝑟𝑡 + 𝛾 max
a′

𝑄(𝑠𝑡+1 , a′, ω′)  (8) 

 

where, st and st+1 refer to the system's present and subsequent 

states, respectively. at is the chosen IRS phase-shift action, rt 

is the reward that was earned, a′ is a candidate action in the 

maximization, γ is the discount factor (0 < γ ≤ 1), while ω and 

ω′ are the parameters of the online and target networks. The 

Bellman optimality rule is used to update the online Q-network 

parameters as expressed in Eq. (9): 

 

Q (𝑠𝑡 , 𝑎𝑡 , ω) → Q (𝑠𝑡 , 𝑎𝑡 , ω) + α[𝑟𝑡 +
𝛾 max

a′
𝑄(𝑠𝑡+1 , a′, ω′) − Q (𝑠𝑡 , 𝑎𝑡 , ω)]  (9) 

 

where, α indicates the learning rate (0 < α ≤ 1), which regulates 

how much fresh data is added to the Q-value update. An ε-

greedy strategy for exploitation and exploration strike balance, 

in which the agent chooses either probability ε with random 

action or probability 1−ε with maximizes the expected Q-

value action. 

 

𝑎𝑡 = {
random action, with probability ε

arg max
𝑎

Q (𝑠𝑡 , 𝑎𝑡 , ω) , with probability 1 − ε   

 

 
 

Figure 4. Flowchart of the proposed DRL training -based 

IRS phase-shift optimization algorithm 
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Figure 4, which displays the algorithm-level flowchart of 

the suggested DRL-based IRS phase-shift optimization 

technique, provides an illustration of the training framework. 

Additionally, Figure 4 provides a comprehensive overview 

of the episode-based training loop, including the network 

update process, replay buffer operation, and agent-

environment interaction. 

 

3.2.4 Training workflow 

The learning agent and the wireless environment interact 

iteratively during the training process of the suggested DQN-

based IRS optimization framework. The starting state, which 

includes the applied IRS configuration and the current channel 

circumstances, is then obtained by resetting the environment. 

Using an ε-greedy strategy that strikes a balance between 

exploration and exploitation, the agent chooses an action based 

on this state. A discrete IRS phase-shift configuration is 

determined by the chosen action and applied to the reflecting 

surface. The wireless environment then changes into a new 

state and provides a scalar reward that represents the link 

performance that was attained. The replay buffer, which 

functions as the agent's experience memory, contains the 

resulting transition tuple (st, at, rt, st+1). Gradient descent is 

used to update the online Q-network's parameters by randomly 

sampling mini-batches of previous transitions from the replay 

buffer. For stability of training, the target Q-network is 

periodically synced with the online network. This interaction 

loop is repeated for a number of time steps and training events 

until the learning process converges.  

Pseudo-code presents the pseudocode of the suggested 

DQN-based IRS optimization algorithm, summarizing the 

whole training process and algorithmic flow. The pseudocode 

describes the following: initialization, agent environment 

interaction, experience storage, updates of the Q-network, and 

the convergence process. 

  

Pseudo-code: Optimization Phase-Shift using DQN 

 

Input: Target update interval C, mini-batch size M, replay  

       buffer capacity 𝛽, discount factor 𝛾, exploration rate  

       𝜀, maximum steps T, maximum episodes E, IRS  

       phase-shift codebook, Channel state information. 

 

Output: Efficient IRS phase-shift configuration. 

 

1: Initialize buffer 𝛽 replay.  

2: Initialize random weights w with online Q-network Q(s,  

     a; w). 

3: Initialize weights 𝑤 → 𝑤′ with target Q-network Q'(s, a;  

     w'). 

4: Initialize 𝜃0 phase-shift vector of IRS.   

5: For each episode e = 1 to E do  

6: Achieve initial state So and rearrange the environment.  

7: For each step = 1 to T do  

8: 𝜖-greedy policy used to select action at. 

9:  Choose a random action: with probability є.  

10: Otherwise: achieve at = arg maxa Q (s, a; w).  

11: Apply the IRS phase-shift configuration of action at.  

12: Obtain reward 𝑟𝑡 and detect next state 𝑆𝑡+1. 

13: In replay buffer 𝛽, stores the transition (st, at, rt, st+1).  

14: From buffer 𝛽, sample a mini-batch of M transitions.  

15: Target determine: 𝑦𝑡  = 𝑟𝑡  + 𝛾 𝑚𝑎𝑥𝑎′ 𝑄′(𝑠𝑡+1, 𝑎′;  𝑤′).  

16: Loss determine: L =  (𝑦𝑡  −  Q(𝑠𝑡 , a𝑡;  w))2.  
17: Minimizing loss L use to update parameters network  

      online w. 

18: if t mod C = 0 then 

19: Network target update 𝑤 → 𝑤′. 
20: end if  

21: end for 

22: if met criterion convergence then  

23: break.  

24: end if  

25: end for  

26: Return improved IRS phase-shift formation. 

 

In this formulation, the iterative learning mechanism by 

which the agent is able to converge to an effective IRS phase 

shift control policy is presented in a simple and repeatable 

manner. 

 

3.2.5 Simulation setup 

The simulation environment is optimized by using a DQN-

based controller to determine the configuration of the IRS, 

which takes into account an IRS-assisted wireless 

communication link. The efficiency of the Numerical 

simulation is used to evaluate the suggested learning-based 

optimization method in a typical downlink IRS-assisted 

communication scenario. The IRS-DRL experiments' 

simulation parameters are shown in Table 5. The carrier 

frequency, bandwidth, transmit power, propagation lengths, 

IRS characteristics, and RL settings are all specified by these 

parameters. The selection of Communication related and 

learning related criteria is carefully selected in order to obtain 

a fair evaluation and simulate real deployment scenarios. 

Table 5 shows an overview of the simulation parameters of 

the IRS-DRL architecture. Selected Settings define the 

wireless environment, IRS setup and channel circumstances 

used for the performance assessment. The setups are useful for 

testing the effectiveness of the proposed DRL-based phase-

shift optimization technique. In addition, the simulation 

providing a solid basis for comparisons with the benchmark 

improvement methods that covered in the following section. 

 

Table 5. Simulation parameters for the IRS-DRL experiment 

 
Parameter Value 

Carrier frequency 2.4 GHz 

Bandwidth 20 MHz 

Noise variance -90 dBm 

BS transmit power 30 dBm 

Distance (BS → IRS) 20 m 

Distance (IRS → UE) 30 m 

Number of IRS elements (N) 20, 40, 60, 80, 100, 120 

IRS phase quantization levels (Q) 4 

Rician K-factor 3 dB 

Path loss exponent 2.2 

 

 

4. RESULTS AND DISCUSSION  

 

In this section, a detailed study performance of the 

suggested DQN-based IRS phase-shift optimization approach 

presents. The results are generated under actual wireless 

channel conditions and are benchmarked using a variety of 

baseline techniques, such as greedy selection, fixed-phase IRS, 

random IRS configuration, PSO, GA, and traditional 

beamforming. The primary topics of analysis are convergence 

behavior, spatial performance dispersion, SNR scaling with 

IRS size, spectral efficiency, achievable rate, and overall 
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comparative performance. 

 

4.1 Convergence behavior of the DQN agent 

 

The learning dynamics of the proposed DQN-based 

optimizer through the evolution of the training reward over 

200 episodes is illustrated in Figure 5. During the initial 

training phase, the agent exhibits a significant increase in the 

reward value, which is suggestive of an exploration activity 

where many IRS phase-shift configurations have been 

sampled. The reward trajectory becomes smoother with 

training, and eventually evades to a stable plateau signifying 

transition from exploration to exploitation of the learnt 

strategy. The proposed DRL model can achieve near-best 

among the evaluated methods rewards very rapidly and 

steadily around 100-120 episodes.  

 

 
 

Figure 5. Convergence behavior of the suggested IRS 

optimization framework based on DQN 

 

The DQN agent also finds a more efficient mapping 

between the IRS phase-shift configuration and the resultant 

received signal quality in comparison to deterministic baseline 

approaches and greedy selection.  

This behavior demonstrates the learning process' resilience 

and stability. Furthermore, Figure 5 smoothed reward curve’s 

consistent upward trend shows effective policy refinement 

with no discernible oscillations or divergence. The 

convergence behavior further validates the efficacy of the 

suggested learning-based optimization approach by indicating 

that the DQN agent can capture the intricate nonlinear link 

between the IRS phase-shift vector and the possible channel 

performance. This performance difference between the 

proposed DQN and the current DQN becomes more 

pronounced with the scaling of the IRS sizes due to the 

increased number of reflecting elements with which the phase 

can be optimized. Unlike a continuous-phase, the discrete 

phase codebook sets, thereby reducing complexity of the 

control signals available but at the expense of quantization 

constraint. The DQN is trained to identify good configurations 

in this set of discrete actions, leading to improved performance 

observed.  

The proposed method needs an offline training phase 

requiring extra computational cost, but the trained network has 

a simple inference phase in the online application, which 

brings an appropriate balance for a practical application 

between training amount and the inference phase in the online 

application. As shown in Figure 5, the training reward keeps 

going up over many episodes before it flattens out, which 

basically suggests the chosen ε-decay schedule allows enough 

discovery, and it does not push the system into premature 

convergence. However, for larger IRS arrays, a slower 

approach to ε-decay or more sophisticated DRL designs such 

as Double-DQN, Dueling-DQN and Actor-Critic may be 

required to maintain performance and to prevent its 

degradation as array size increases. 

 

4.2 Achievable rate with various SNR situations 

 

 
(a) 

 
(b) 

 

Figure 6. (a) SNR comparison of achievable rates for 

different optimization techniques. (b) Rate attainable in to the 

quantity of pieces that reflect the IRS 

 

The possible rate performance under various SNR levels is 

illustrated in Figure 6(a). The suggested DQN-assisted IRS 

design consistently outperforms all benchmark systems, 

including random IRS configuration, fixed-phase IRS, greedy 

selection, and conventional beamforming, throughout the 

whole operating SNR range from 0 to 30 dB. This performance 

benefit demonstrates how well the suggested learning-based 

phase-shift optimization technique works. In particular, over 

all SNR points, the DQN-based method continuously 

maintains a higher attainable rate. Because it lacks long-term 

optimization knowledge, the greedy method performs poorly 

even if it shows relatively quick convergence due to its local 

optimization nature. The trajectory of the suggested DQN 
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technique outperforms all other baselines and comes very near 

to the ideal upper bound curve, which acts as a theoretical 

performance ceiling. The suggested DRL technique produces 

more than 4.2 bits/s/Hz at an SNR of 30 dB, greatly closing 

the distance to the optimal upper bound. RL allows for 

adaptive IRS phase optimization capabilities that are not 

possible with simply heuristic-driven methods, as seen by the 

distinct divergence between the performance curves in Figure 

6(a). The DQN agent successfully captures the intricate link 

between IRS phase designs and feasible data rates by utilizing 

long-term reward maximization. Figure 6(b) further explores 

the effect of IRS array size on the attainable rate by varying 

the number of reflecting elements over a broad range. The 

findings verify that a near-linear increase in the attainable rate 

due to increased passive beamforming gain occurs when the 

IRS size is increased. Interestingly, for every IRS size taken 

into consideration, the suggested DQN-based architecture 

performs better than other benchmark techniques, and the 

performance difference widens as the array size grows. This 

behavior illustrates the high-dimensional IRS scenario’s 

improved performance under the considered simulation 

conditions. of the proposed learning-driven approach.  

However, the performance gains of the greedy and fixed-

phase processes are sublinear in terms of the number of pieces 

that reflect the IRS. When the IRS size relation to the number 

of IRS pieces increases, indicating limited use of the expanded 

beamforming region. For example, compared to the greedy 

and fixed-phase, the proposed DRL-based IRS optimization 

can achieve an achievable rate of approximately 35%-45% 

higher at N = 120. Combined, these results show that DRL is 

more readily adaptable and scalable to large scale wireless 

systems with IRS assistance. 

 

4.3 SNR scaling in relation to IRS element 

 

The received SNR as a function of the number of IRS 

reflecting elements is shown in Figure 7(a), offers more 

information about the scalability of the suggested system. The 

proposed optimization approach based on DRL always gives 

the highest SNR for all configurations analysed when the 

number of IRS elements increases. This behavior illustrates 

the adapting capacity of the DQN agent to different channel 

instantiations, and the utilization of the extra beamforming 

degrees of freedom offered by greater IRS array sizes. In 

particular, for N = 120, the suggested DQN-based method 

Figure 7(b), which shows the evolution of spectral efficiency 

throughout training episodes, provides further insight into the 

learning behavior in terms of spectral efficiency. There is a 

distinct two-phase learning pattern. The DQN agent quickly 

increases spectral efficiency during the first training phase as 

it investigates and finds efficient IRS setups. Reliable policy 

refinement is demonstrated by the curve's steady stabilization 

during training and convergence after about 150 sessions.  

It is important to highlight that the training reward will 

converge around 100-120 episodes while the spectral 

efficiency will converge around 150 episodes. The 

convergence is the degree of change when the matching 

criterion metric changes by an insignificant amount after 

additional training trials. Heuristic baseline approaches, such 

as random selection, greedy search, PSO, and GA, on the other 

hand, show significantly lower spectral efficiency values with 

no progress over time since they are unable to improve 

judgments across episodes. Converging to a constant spectral 

efficiency of around 4.7 bits/s/Hz, the suggested DRL-based 

strategy demonstrates its capacity to maximize link throughput 

beyond static or semi-static IRS designs by utilizing collected 

knowledge. 

 

 
(a) 

 
(b) 

 

Figure 7. (a) Received SNR versus number of IRS reflecting 

elements for different optimization methods. (b) Spectral 

efficiency evolution over training episodes 

 

4.4 Spatial distribution of signal power received 

 

A two-dimensional heatmap of the received power 

throughout the area under consideration is shown in Figure 8, 

illustrating the spatial distribution of the received signal 

strength. Near the intended user position, a prominent high-

power zone is readily visible, suggesting that the optimized 

IRS phase-shift configuration effectively focused the beam. 

By boosting constructive interference toward the intended user 

and reducing unwanted signal dispersion in nearby areas, the 

suggested DQN-based IRS optimization modifies the wireless 

propagation environment. This spatial behavior is in line with 

the quadratic array-gain principle, which states that 

concentrated energy focusing results from coherent phase 

alignment across IRS elements. The capacity of the DRL-

optimized IRS to intelligently manage the wireless channel is 

confirmed by the development of a strong focus point around 

the user position. The potential of learning-based IRS 

solutions for real-world uses, such as improving indoor 

coverage, creating hotspots, and providing energy-focused 

wireless services, is highlighted by such spatial power control. 

Denoted as 'Received SNR' in Figure 8, the spatial 

distribution of the received SNR distributed over the 
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considered UE region. The BS and IRS were placed at (-20 ,0) 

m and (0, 0) m while the selected UE position was located at 

(30, 0) m. The two-dimensional region indicated in the Figure 

is varied over the location of the UE. The simulation used a 

2.4 GHz carrier frequency, 20MHz bandwidth, 30dBm BS 

transmit power and noise variance of −90dBm. These 120 

reflecting elements were chosen from a set of four different 

quantization levels and controlled by the proposed 

optimization method DQN. Additional with x and y axes plot 

the UE's position in meters, and, the color scale plots the SNR 

received in dB. 

 

 
 

Figure 8. The received signal power spatial heatmap under 

the suggested DQN-based IRS modification 

  

4.5 Combined metric comparison 

 

A dual-axis bar chart that compares the received SNR and 

spectral efficiency attained by the IRS optimization strategies 

under consideration in order to jointly assess the major 

performance parameters is presented in Figure 9. The success 

of the suggested DQN-based technique in simultaneously 

improving signal quality and data throughput is demonstrated 

by the fact that it regularly beats all benchmark approaches 

across both parameters. In particular, the suggested DRL-

based approach simultaneously reaches the greatest spectral 

efficiency of 4.73 bit/s/Hz and the highest received SNR of 

around 17.1 dB. Heuristic methods like fixed-phase IRS and 

random IRS configuration, on the other hand, show far lower 

values in both measures, indicating their poor capacity to take 

use of the IRS beamforming potential. The learning-driven 

optimization strategy's overall superiority over traditional 

methods is confirmed by this combined comparison. The 

random, fixed-phase, and traditional techniques produce 

around 8.2 dB, 14.2 dB, and 11.4 dB, respectively, whereas 

the suggested method obtains the greatest SNR of about 17.1 

dB. The DRL-based strategy also achieves the highest value 

of 4.73 bit/s/Hz in spectral efficiency, whereas the competing 

methods achieve 1.17, 2.27, and 2.45 bit/s/Hz. The results 

confirm that the proposed DRL architecture is able to learn an 

optimal IRS phase-shift configuration, leading to increased 

spectrum efficiency and link quality. 

The convergence behavior, spectral efficiency, and received 

SNR for the different IRS optimization methods are 

numerically compared in Table 6, which shows that the 

performance of all these schemes is good with minimal 

convergence error. The findings highlight numerous important 

findings. Firstly, the proposed DRL approach delivers the 

greatest SNR by employing adaptive phase-shift selection to 

provide near-best improved coherent beamforming gain. 

Conversely, baseline methods such as traditional 

beamforming, PSO, GA, greedy search, and random selection 

cannot achieve comparable coherence, which results in 

decreased SNR performance. Secondly, in accordance with the 

logarithmic connection between spectral efficiency and SNR, 

the DRL-based approach achieves the highest spectral 

efficiency and SNR. It should be noted that the goal of the 

comparison with Figure 9 and Table 6 is different. The 

performance of the proposed DRL framework is compared 

with representative phase-selection strategies in Figure 9 and 

an extended comparison with conventional optimization-

based algorithms is given in Table 6, such as the Greedy, GA 

and PSO methods. Thus, the spectral efficiency findings 

maintain the performance gap seen in the SNR domain, 

underscoring the efficacy of the suggested method. Lastly, the 

comparison of convergence speeds shows that the suggested 

DRL framework converges far more quickly than both 

traditional beamforming schemes and population-based 

optimization techniques like GA and PSO. 

 

 
 

Figure 9. A bar chart that contrasts the spectral efficiency 

and received SNR for several IRS optimization techniques 

 

Table 6. A comparison of the suggested DRL's performance 

with different algorithms 

 

Method 
SNR 

(dB) 

Spectral 

Efficiency 

(bit/s/Hz) 

Convergence 

Steps 

Random IRS 8.2 1.17 300 

Greedy 12.8 1.61 230 

Traditional 

Beamforming 
11.4 2.45 210 

GA 13.8 2.85 170 

PSO 14.9 3.25 150 

Proposed DRL 17.1 4.73 120 

  

All baseline methods were tested under the same channel, 

IRS configuration, and simulation parameters for a fair 

comparison with the proposed DQN. GA: population size of 

30 and Number of iterations of 100, and PSO: swarm size of 

30 and Number of iterations of 100. The Greedy method was 

done one-by-one for the available discrete choices of phase-

shifts. The same 2-bit phase resolution (Q = 4) was used for 

all methods. This benefit results from the DQN agent's 

capacity to use the Bellman update process to learn an explicit 

mapping between channel states and ideal IRS phase 

2618



 

configurations.  

The results reveal that the proposed IRS optimization using 

DQN translates to higher spectral efficiency, better SNR 

growth with the increase of IRS size, faster and more stable 

convergence as well as better achievable rates and better 

spatial signal focusing. The findings are in good agreement 

with those of DRL as an effective, scalable and reliable 

approach towards optimizing IRS in next-generation wireless 

communication systems. However, the estimate of the CSI can 

lead to some errors, which in actual deployments may affect 

both the maximum achievable spectral efficiency and the 

actual performance of the learned policy. Therefore, it is 

indeed a relevant path for further research, having taken a look 

at the robustness of the proposed approach under imperfect 

CSI.  

The additional benefits of the proposed DRL-based IRS 

optimization approach are attributed to its ability of an 

adaptive IRS optimization for IR phase shifts in some degree, 

depending overall on the current wireless channel conditions. 

In this place learned phase layouts result in tighter or more 

focused spatial beams, and better constructive signal adding at 

the receiver. This turn results in an improved SNR at the 

receiver input, thereby enhancing the overall performance of 

the communication system in terms of the spectrum 

efficiencies and reliability. 

 

 

5. CONCLUSION  

 

A DRL-based framework for optimizing the phase-shifted 

design of IRS in wireless communication systems was 

presented in this study. Process decision based Markov chain 

used for problem control IRS framing and a DQN agent, the 

proposed methodology enables self-learning of virtually 

optimum IRS settings without the requirement for particular 

channel status models or manually developed optimization 

techniques. Numerous simulations demonstrate that the 

suggested DRL strategy performs noticeably better across a 

range of performance measures than existing optimization 

techniques using traditional beamforming, GA, PSO, greedy 

search, stable phase baseline, and randomized reflection.  

In this study, results show that the DQN agent had the 

greatest received SNR (≈ 17.1 dB), the highest spectrum 

efficiency (≈ 4.73 bits/s/Hz), and the fastest convergence 

behavior. The learning trends and convergence curves 

confirmed the agent’s stability and learning abilities, and the 

heatmap illustration showed how well the DRL-powered IRS 

directed energy toward the user position. Furthermore, under 

various benchmark conditions, IRS array sizes, and SNR 

levels, the results continuously improved. 

These findings validate DRL’s promise as a powerful tool 

for self-adaptive and computationally efficient IRS 

modification in subsequent-generation wireless networks. 

Future work is in progress to extend the framework to 

malfunctioning CSI and explore more complex DRL designs 

such as actor-critic, Dueling-DQN, and Double-DQN, 

techniques in order to enhance stability and sample efficiency. 
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